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Abstract
While unsupervised pre-training has been shown empirically to improve supervised learning of neural networks, it is still not well understood how it does this.
We suggest that unsupervised pre-training helps supervised learning by speeding
up the search for good features. We show that for highly structured input distributions, unsupervised pre-training can allow supervised learning algorithms to
achieve higher accuracy by allowing them to search through a larger number of
features in a given amount of time. The ability to search through more features
can improve the accuracy of the learned predictor by allowing the learner to lower
its bias and possibly also its variance. In particular, for a fixed k and for the set of
features consisting of all k-conjunctions, we show theoretically and empirically
that changing to a new representation based only on unsupervised data allows us
to search through many more features in a given amount of time. We show that
this in turn lowers the bias of the learner. However, we also show theoretically and
empirically that this decrease in bias often comes at the cost of a large increase in
variance. We are currently working to address this issue of increased variance.
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Introduction

In recent years, neural networks have had great success [1]. In fields such as computer vision and
speech recognition, neural network learning algorithms have achieved significant improvements over
the previous state-of-the-art algorithms [2, 3].
There are a number of results explaining the good properties of neural networks in terms of their
expressiveness [4] and sample complexity [5]. In contrast, an understanding of the optimization
component of neural network learning is still lacking. Most of the formal results that are known
about optimizing neural networks are negative, showing that there exist problems for which optimizing the parameters of neural networks is provably hard [6, 7]. These results are worst-case
analyses and do not explain what has been observed empirically. While recent work has shown that
for deep linear neural networks, pre-training provably speeds up learning [8], it is not clear how
these results extend to networks with nonlinearities.
The only algorithm we are aware of for learning neural networks in polynomial time achieve this
by bounding the fan-in of the units in the neural network [9]. However, the time complexity of the
proposed algorithm is still exponential in the fan-in making it impractical for networks with all but
the smallest fan-in and inputs of all but the smallest dimensions.
A great methodological breakthrough in the optimization of neural networks occurred in 2006 when
it was shown that by using unsupervised pre-training, it is possible to learn deep neural networks
with much better performance than shallow neural networks [10, 11].
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1.1

Question: When and how does changing representation help supervised learning?

While unsupervised pre-training has allowed great improvements in results for many supervised
learning tasks, there is still little formal, quantitative understanding as to why unsupervised pretraining gives such improvements. A quantitative understanding of how unsupervised pre-training
helps supervised learning is important for at least two reasons:
• it would give an explicit objective for unsupervised pre-training that is directly tied to the
supervised learning we ultimately care about;
• it would allow us to better characterize what problems unsupervised pre-training is helpful
for and where we can expect big gains from its use.
The work of Bengio et al. [12] suggested that unsupervised pre-training helps the optimization algorithm find better local minima. As evidence for this they showed that for a neural network with
a small top layer, backpropogation with pre-training was able to obtain lower training error than
backpropogation on both shallow networks and randomly initialized deep networks. It has been
argued though, that these results were a product of the early stopping procedure used and that in
fact unsupervised pre-training acts as a regularizer by restricting the set of local optima in which
backpropogation may end up [13].
However, further experiments investigating the role of unsupervised pre-training in an online learning setting on a large dataset show that the role of pre-training is not merely to prevent overfitting [13]. Instead, the experiments suggest that for non-convex problems, unsupervised pre-training
helps back-propagation, which is a local optimization method, by starting it in a good location. We
note that the optimization and regularization hypotheses need not be in conflict. In particular, if we
consider the optimization of the regularized training loss, then better optimization can still lead to a
solution with higher train error but lower test error.
In this work, we address the more general question: When and how does a change of representation, based only on the input distribution, help supervised learning? We note that in this work
we are comparing shallow architectures without supervised pre-training to deep architectures with
pre-training.
1.2

Hypothesis: For highly structured inputs, changing representation speeds up the search
for good features

In this work we propose the following mechanism for a change of representation to improve supervised learning: for data with highly structured inputs, changing representation allows us to search
through certain sets of features more efficiently. This in turn allows us to find better features given a
fixed budget of compute time. Our results do not apply to all input distributions, only to distribution
in which features can be partitioned into highly dependent groups, as is often the case for natural
images and audio.
In particular, we show that for ensembles of k-conjunctions (subsection 2.3) on highly structured
inputs, moving to a new representation that captures this structure (subsection 3.1) allows a learner
to search through k-conjunctions more efficiently (subsection 3.3). This in turn allows the learner to
find better features which lead to higher test time accuracy (subsection 3.6).
1.3

Structure of this paper

In section 2 we introduce the learning setting and k-conjunctions, the class of features we would like
to consider. We also show that learning ensembles of such features can be computationally hard. In
section 3 we state our main result, that a change in representation can lead to faster search over features for highly structured inputs. We also discuss the implications of this change of representation
in decreasing bias but possibly increasing variance.

2

Learning setting and model

In this section we introduce the learning setting and our simplified model of neural network learning.
We analyze the sample and computational complexities of learning in this simplified model. In
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Figure 2.1: An example input from the binary version of MNIST

Figure 2.2: An illustration of the disjoint
partition we used for the disjoint enumerator
in our experiments

particular, we show that while the learning time is polynomial, it still leads to infeasible running
times for all but the smallest problems. This motivates the next section where we show how learning
can be sped up for highly structured input distributions.
2.1

Overview of our simplified model

Neural networks as they are typically used today are complex and often difficult to analyze. Our
approach in this work is to start with a vastly simplified model of learning neural networks, one that
can be more easily analyzed. Our hope is that once we have a good understanding of this simple
model, we can gradually extend our analysis toward explaining the behavior of neural networks as
they are used in practice.
As our simplified model, we consider the problem of learning ensembles of k-conjunctions. We list
here the simplifications we make in our model.
• We are assuming the inputs are binary.
• We are assuming the encoder has zero reconstruction error and consists of sub-encodes on
disjoint subsets of the features (see subsection 3.1).
• We are using conjunctions rather than thresholds as features, and assuming that these feature detectors have small fan-in (see section 2.3).
• We are assuming that only the top two layers are learned in a supervised fashion.
Our hope in presenting this work in the deep learning workshop is to get feedback as to whether our
simplified model seems like a good starting point and to discuss approaches for gradually extending
our results toward more powerful models and more general settings.
2.2

The learning setting

We will be dealing with the supervised learning setting in which we are given n input, output pairs
(x1 , y1 ), . . . , (xn , yn )
where xi ∈ {0, 1}d and yi ∈ Y.
We will use a binary version of the MNIST dataset as a running example to illustrate our point with
concrete examples. To get a binary version of MNIST we simply threshold each pixel at a value of
127. An example digit from this dataset is shown in figure 2.1.
2.3

Ensembles of k-conjunctions

For x ∈ {0, 1}d , a k-conjunction is an expression of the form
(xj1 = b1 ∧ . . . ∧ xjk = bk )
3

where 1 ≤ j1 , . . . , jk ≤ d and b1 , . . . , bk ∈ {0, 1}. We generalize this definition to inputs
from N, the set of integers. In particular, we will also refer to an expression as above as a kconjunction for any x ∈ Nd and b1 , . . . , bk ∈ N. In this case, an example 3-conjunction would
be (x1 = 42 ∧ x2 = 3 ∧ x5 = 11). We will consider conjunction as functions, returning 1 if the
proposition is true and 0 otherwise and let
CNk := {(xj1 = b1 ∧ . . . ∧ xjk = bk ) : bj ∈ N for all 1 ≤ j ≤ k}
be the set of all such k-conjunctions. We will also discuss ensembles of such conjunctions. In
particular, we define
X
FNk,B := {
wc c : kwk1 ≤ B}
c∈CNk

to be the set of all linear combinations of functions from CNk with weights having `1 norm at most B.
2.4

Computational complexity of learning k-conjunction ensembles

In this subsection we introduce a naive algorithm that learns ensembles of k-conjunctions in time
O((2d)k )
and argue that given current algorithms, it is unlikely that this upper bound on running time can
be significantly improved upon without distributional assumptions. Our main result (section 3) is
to show that if we add some distributional assumptions about the inputs, and if these distributional
properties are appropriately captured by a new representation, then this running time can be improved upon by changing to this new representation.
The naive algorithm for learning k-conjunction ensembles simply enumerates all possible conjunctions of k inputs and then learns a linear predictor using the outputs of these conjunctions as features.
Computing all k conjunctions has complexity O((2d)k ) since there are kd ≤ O(dk ) subsets of features of size k and for each subset there are 2k conjunctions.
We note that in the case of the easier learning problem of learning k-juntas [14], which can be
viewed as a subset of k-conjunction ensembles, the best known algorithms [15] still have a bound
on their time complexity of the form dO(k) . Thus it is unlikely that a bound on running time of
dO(k)
can be improved upon for this problem without distributional assumptions, given the state of current
algorithms.
2.5

Sample complexity of learning k-conjunction ensembles

k,B
In this subsection we analyze the Rademacher complexity (see [16] or [17]) of F{0,1}
to show that
as long as the number of samples we have grows faster than
 p

O B k log d ,

then for any 1-Lipschitz loss (e.g., logistic or hinge), the difference between the training loss and
k,B
test loss of any predictor from F{0,1}
goes to 0 with high probability.
First,
that on k boolean variables, there are 2k possible conjunctions. Further, there are
 we note
d
k
k ≤ O(d ) possible subsets of d input variables which are of size k. Thus, the number of functions
k
k
can be bounded by |C{0,1}
| ≤ O((2d)k ). By Massart’s lemma [18], this implies that we
in C{0,1}
k
k
can bound the Rademacher complexity Rm (C{0,1}
) of C{0,1}
by
√

k log d
k
Rm (C{0,1} ) ≤ O
.
m
Since Rademacher complexity is invariant to linear combination of `1 norm at most 1 and since
rademacher complexity scales with multiplication by scalars, we have
 √

k log d
k,B
.
Rm (F{0,1} ) ≤ O B
m
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Finally, composition with the 1-Lipschitz loss function does not increase the Rademacher complexity and so the bound follows.

3

Re-representing highly structured inputs to speed up the search for good
features

In the last section we saw that given current algorithms and without distributional assumptions, the
time complexity of learning ensembles of k-conjunctions is O(dk ) which is prohibitive for all but
the smallest k and d. In this section we show that if the inputs are partitioned into groups and
each group is encoded by a lossless code, then the class of k-conjunction ensembles on the encoded
inputs covers all k-conjunction ensembles on the original inputs (though possibly requiring weights
of larger norm to express the same function). If the number of groups is small and the code for
each group is small, then learning ensembles of k-conjunctions in this new representation is more
efficient than in the original representation.
As a concrete illustration, consider the change of representation that one gets by partitioning an
image into non-overlapping patches, learning a code for each patch (e.g., using k-means) and then
mapping each patch to an integer depending on the element of the code it is assigned to. Suppose
that we wish to learn an ensemble of 3-conjunctions. Our claim is that if the encoding of image
patches gives perfect reconstruction of the inputs then any function that can be expressed as an
ensemble of 3-conjunctions over pixels, can also be expressed as an ensemble 3-conjunction over
image patches. Further, if the number of patches is small, and the code for each patch is small
then searching through all 3-conjunctions of image patches is much faster than searching through
all 3-conjunctions of pixels.
3.1

Conditions on new representation

We will assume we are given a map C : {0, 1}d → NJ to a new representation. We will denote
by s1 , . . . , sJ the subsets of inputs that the component functions C1 , . . . , CJ of C depend on. We
impose the following conditions on C
1. The inputs to the component functions of C form a disjoint partition of the inputs. That is,
∪j sj = {1, . . . , d} and sj ∩ sj 0 = ∅ if j 6= j 0 .
2. The function C is one to one, i.e. viewed as a code, C is lossless.
We will refer to such a map as a disjoint enumerator. We acknowledge that the requirement on C
to have 0 reconstruction error is very stringent. We are currently working on relaxing it to C having
low reconstruction error.
We will denote by |Cj | the size of the code of the j-th component function of C and by N the size
of the largest such code
N := max |Cj |.
j

3.2

k-conjunction ensembles under new representation include all k-conjunction ensembles
on original inputs

In this subsection we show that any function that can be expressed as an ensemble of k-conjunctions
on the inputs X can also be expressed as an ensemble of k-conjunctions on C(X), the inputs encoded by a disjoint enumerator. We also quantify the amount by which the `1 norm of the ensemble
weights must grow in the worst case in order to express the same function.
Our analysis rests on the following observations:
Lemma 1. Suppose C is a disjoint enumerator, and c is a k-conjunction on {0, 1}d then we can
write
B
X
c = ∨B
c̃
◦
C
=
c̃j ◦ C
j=1 j
j=1
k

for some 0 ≤ B ≤ N and c̃1 , . . . , c̃B ∈

CNk .
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Proof. Suppose a conjunction c depends on inputs xl1 , . . . , xlk . There are at most k subsets
sλ1 , . . . , sλk of {1, . . . , d} which l1 , . . . , lk belong to. Now, the number of possible conjunctions on
these subsets is |sλ1 | · . . . · |sλk | ≤ N k . Now, enumerate all conjunctions c̃j on Cλ1 (x), . . . , Cλk (x)
for which xl1 , . . . , xlk have the appropriate values (this can be done since the code is one-to-one),
their disjunction is equal to c. Note that there are at most N k of these conjunctions. We now have a
disjunctions of conjunctions ∨B
j=1 c̃j . Since all the conjunctions in this disjunction are disjoint, the
disjunction is equal to their sum.
As a corollary we get the following result:
Proposition 2. Suppose C is a disjoint enumerator, then for some 0 ≤ B ≤ N k , the set of functions
1,k
1,k
, there exists a g ∈ FNB,k such that with
. That is, for every f ∈ F{0,1}
FNB,k ◦ C covers F{0,1}
probability 1 f (X) = g(C(X)).
Proof. By lemma 1
If J, the number of codes, and N , the size of the largest code, are small, then optimizing over
k-conjunction ensembles in the new representation can be much faster than optimizing over kconjunction ensembles in the original representation. Proposition 2 guarantees that the training
error of the optimum we find will be as good as the optimum on the original inputs (as long as we
allow for weights of larger norm).
In the next few subsection we look at what we gain and what we lose by moving to the new representation. Subsection 3.3 looks at the reduction in time complexity. Subsection 3.4 looks at the resulting
reduction in bias. Subsection 3.5 looks at the price we pay through an increase in variance. Finally,
subsection 3.6 looks at the overall change in predictive performance by changing representation.
3.3

New representation reduces time complexity of learning

Under the new representation, the time complexity of learning ensembles of k-conjunctions can be
bounded by
O((N J)k ).
We saw in subsection 2.4 that using a naive algorithm, the time complexity of learning ensembles
of k-conjunctions has time complexity of O((2d)k ). We also argued that this cannot be significantly
improved upon without distributional assumptions given current algorithms. In particular, this suggests that if N J < 2d then the time complexity of learning ensembles of k-conjunctions has reduced
by changing representation.
We now justify the above bound on the time complexity as well as give a more refined analysis
of the change in computational complexity when learning ensembles of k-conjunctions under the
new representation as opposed to under the original representation. To this end we introduce the
following:
Definition 1. For a random variable X, we define
# supp(X) := |{x : P (x) > 0}| .
Further, if X has d coordinates, s is a subset of {1, . . . , d} and X s is the projection of X onto the
coordinates specified by s, then we define
X
# suppk (X) :=
| supp(X s )|
s⊂{1,...,d},|s|≤k

and we will call this the k-support of X.
Now, suppose we want to learn an ensemble of k-conjunctions, then it is sufficient to enumerate only
k-conjunctions that are supported by the distribution. In particular, for a given dataset, it is sufficient
to enumerate only k-conjunctions that appear in the dataset. Thus, for a given s ⊂ {1, . . . , d} of size
k, we only need to enumerate all values for X s that appear in the dataset. Thus the time complexity
of listing all k-conjunctions for a given dataset and a given s is bounded by O(# supp(X s )) and so
the complexity of enumerating all k-conjunctions on C(X) is bounded by O(# suppk (C(X))). It
6

follows that the time complexity of learning FNB,k ◦ C is smaller than that of the naive algorithm for
B,k
learning F{0,1}
if
# suppk (C(X)) ≤ # suppk (X).
To get the bound stated at the start of this subsection, note that
 
J
# suppk (C(X)) ≤
N k ≤ (JN )k .
k
We empirically study the k-support under the original and new representation in subsection 3.6.
3.4

New representation reduces bias

If we change representation using a disjoint enumerator then the bias of k-conjunction ensemble
learners is reduced in two ways. First, for each group of inputs, all conjunctions are considered.
Second, and often more significantly, the reduced time complexity of enumerating k-conjunction
means one can learn conjunctions of a higher degree.
We study empirically this reduction in bias in subsection 3.6. It is important to note that in Table 2
for k = 2, the train accuracy for the encoded representation is lower than that on the original inputs.
This suggests that the coding scheme we are using is quite inaccurate. In particular, if it were
completely accurate, then we could represent the same functions with ensembles of 2-conjunctions
on the new representation as we could on the original representation and therefore achieve at least
as good a train accuracy. Indeed, it is possible that the accuracy of k-conjunction ensembles in the
encoded representation may be significantly increased if we can reduce this reconstruction error.
3.5

New representation may increase variance

The reduction in bias described in the previous section does come at a cost of increased variance.
In particular, we can give the following bound on the Rademacher complexity of learning under the
new representation
!
p
BN k k log(N J)
B,k
Rm (FN ) ≤ O
m
In particular, comparing this bound to the bound for k-conjunctions on the original representation
suggests that we need N k as many samples as we did under the original representation. Note however that we are just comparing upper bounds and this comparison need not represent the actual
effects of a change of representation. In particular, while we do observe empirically an increase
in variance in Table 2, the increase is not as extreme as predicted by the comparison of the upper
bounds. We are currently working on methods to lower this variance.
3.6

Experiments

For our experiments we used a disjoint partition of the MNIST images as illustrated in Figure 2.2.
All dictionaries were learned using the k-means algorithm. For the outer ring of 4 × 4 patches, we
learned dictionaries of size 3, for the inner ring of 4 × 4 patches we learned dictionaries of size 10
and for the small 2 × 2 patches in the center we learned dictionaries of size 8. These choices are
unlikely to be optimal for reconstruction or prediction but they nonetheless illustrate some of our
points.
Empirical estimates of the k-support in the original and encoded representation for the binary
MNIST dataset are compared in Table 1. Only conjunctions appearing more than 10 times in the
dataset were counted.
We now present train and test accuracies of k-conjunctions under the original and coded representation. We note that these experiments are very preliminary and we have much work to do to improve
these. The main point of these experiments was not to try and achieve state-of-the-art performance
but rather to illustrate that the changes suggested by the theory in fact occur in practice. In particular,
we want to look at the changes in bias and variance when moving from the original representation
to the representation based on encoded patches.
7

Table 1: Estimates of k-support on original and re-represented Binary MNIST dataset
k original representation encoded representation
1
1.4 × 103
5.1 × 102
5
2
9.1 × 10
1.1 × 105
8
3
3.9 × 10
1.1 × 107
For our experiments we learned linear predictors under the logistic loss using stochastic gradient
descent on features corresponding to k-conjunctions. We found that `1 -norm and `2 -norm regularization of the weights had little or no effect and so experiments reported here are of training with no
regularization (except through early stopping). Train and test accuracies are presented in Table 2.
Table 2: Train and test accuracies of k-conjunction ensembles learned on the original and coded
representations of the binary MNIST dataset. For 3-conjunctions we randomly selected 5000 triplets
of features and enumerated all conjunctions on them
features
original representation
encoded representation
train
test
train - test train
test
train - test
1-conj
0.903 0.905
-0.002
0.937 0.934
0.003
2-conj
0.994 0.979
0.015
0.992 0.970
0.022
2-conj + 3-conj [5000]
0.996 0.972
0.024

4

Conclusion

In this work, we have put forward a hypothesis as to how a change of representation based on unsupervised learning helps supervised learning. Our goal here was not to propose new algorithms but
rather to try and understand a highly effective learning approach of which we have little understanding. We have shown that if the representation resulting from the unsupervised learning has certain
structure, then one can learn k-conjunctions in the new representation faster than on the original
representation. This in turn allows the learner to find better features more quickly.
However, as an explanation for the success of unsupervised pre-training, our framework is still lacking in a number of ways. First, our model makes many simplifying assumptions. Second, we learn a
restricted set of neural networks. Finally, the empirical performance obtained by changing representation does not yet show an overall improvement in test accuracy like that shown by unsupervised
pre-training. Thus, as future work, we intend to expand our analysis to more general settings and
neural networks that are closer to those used in practice. In particular, we intend to extend our
framework to
• lossy codes on real valued inputs;
• overlapping codes;
• polynomials of degree k, ensembles of k-fan-in thresholds and ensembles of trees of depth
k.
Our hope is that as we work with models that are closer to neural networks used in practice they
will have performance that is comparable to that of neural networks but at the same time remain
amenable to analysis.
Finally, in this work, we have not discussed how the new representation is obtained, but merely
assumed that it is given to us. Our work suggests that a good representation is one with nonoverlapping codes of small size. In future work we intend to investigate algorithms for learning
such representations.
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